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 REVIEW ARTICLE

 The Virtues, Challenges and
 Implications of Connectionism'

 Stephen P. Stich

 1 Virtues

 2 Challenges
 3 Implications

 Andy Clark describes himself as a 'Neural Romantic'. 'Neural' may be a
 bit misleading since the objects of Clark's affection are not the biological
 brains studied in the neurosciences, but rather the artificial 'neural nets'

 built and studied by connectionists. 'Romantic', on the other hand, is
 entirely appropriate. One who is smitten is expected to elaborate upon the
 virtues of his beloved, to explain away shortcomings, and to come to the
 defense when others criticize. That is just what Clark does for the nets that

 he has come to 'cherish' (p. 218). Much to his credit, Clark largely avoids
 the P. T. Barnum-style boosterism of some other prominent philosophical
 advocates of connectionism. He recognizes that there are real problems to
 be confronted before connectionists can plausibly claim to have developed
 a new paradigm for the study of cognition. I think that he underestimates

 some of these problems and barely notices others. But that's just what
 we should expect from a Romantic, I suppose. Also to his credit, Clark
 avoids the gratuitous nastiness that is all too common in the debate
 over the merits of connectionism. While he does not shy away from
 polemics, his approach is enthusiastic, open-minded, and unfailingly
 civil. The result is a valuable and thoroughly likeable book that reports
 lots of intriguing results, offers some useful insights, and sets out an
 interesting perspective on the virtues, challenges, and implications of
 connectionism. 'Virtues', 'Challenges', and 'Implications' might have
 made good headings for the major themes of the book; I'll adopt them
 to organize my discussion.

 Review of Andy Clark [1994]: Associative Engines: Connectionism, Concepts and
 Representational Change, Cambridge, MA, Bradford Books/MIT Press. pp. xiii+252
 cloth ?24.95.
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 1 Virtues

 According to Clark, the 'unique selling point' of the 'breed of con-
 nectionist model' that he most admires is the possession of three fea-
 tures: 'superpositional storage, intrinsic context sensitivity, and strong
 representational change' (p. 17). The first two of these are standard fare
 in discussions of connectionism. In networks that have been trained to

 recognize a set of quite different input patterns, it is often the case that
 many units and weights play a role in recognizing many different patterns.

 In these networks the storage of the information needed to recognize one
 pattern is 'superposed' on the information needed to recognize other
 patterns. Moreover, in some of these networks, there is no unique way
 of representing components of a complex pattern. The standard example
 of this is Smolensky's [1991] discussion of a network that represents
 various 'coffee-involving scenarios' (p. 24). In this network, there is no
 unique way to represent coffee, since each possible representation of coffee
 will 'include a contextual bias for the ... scenario' (p. 24). Clark describes a
 network developed by Jeffrey Elman that illustrates a more extreme
 version of this intrinsic context sensitivity. Elman's model is a three-
 layer recurrent network with a special set of 'context units'. It is designed
 'to take a succession of input words and predict ... the next word in the
 sequence' (p. 26). In this model, 'the context makes up an important part of
 the internal representation of the word' and 'as a result it is literally the

 case that every occurrence [i.e. every token] of a lexical item has a separate
 internal representation' (p. 27).

 Strong representational change, the third element in Clark's account of
 the 'unique selling point' of connectionism, is less familiar and his discus-
 sion of the notion is much more problematic. Clark introduces the notion

 by contrasting it with the 'weak representational change' exhibited by
 'generate and test' concept-learning systems of the sort sketched by Jerry
 Fodor [1981]. These systems begin with a finite set of innate concepts,
 which are the atoms of the representational system and are often construed

 as the primitive vocabulary in an innate language of thought. The systems
 also have a fixed set of procedures for combining these language-of-
 thought atoms into more complex structures. In a simple example, the
 conceptual atoms might be GREEN, RED, YELLOW, SQUARE, and
 ROUND, and the combinatorial procedures might be just conjunction,
 disjunction, and negation. In order to learn to recognize members of a
 complex category (things that are either green and square, or round and
 not yellow, for example) the system uses some heuristic for constructing
 complex conceptual representations which it treats as hypotheses to be
 tested against the data about category membership provided by the
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 environment. If there are lots of atoms, the set of possible hypotheses, and

 thus the set of concepts that may be learned, can be quite large. But there is

 a straightforward sense in which the representational power of the system
 is fixed in advance by the primitive vocabulary and combinatorial pro-
 cedures. 'To learn the "new" concept at all, on the generate-and-test
 model, you must already possess the representational resources to express
 its content. The potential repertoire of the system is fixed by the repertoire

 available for expressing hypotheses' (pp. 34-5).
 According to Clark, the situation is quite different in many connection-

 ist systems. For in these systems, learning is 'capable of genuinely trans-
 forming the representational capacities of the system' (p. 35). The clearest
 cases of the sort of systems that Clark has in mind are 'models which begin
 with a set of random connection weights and learn about a domain "from
 scratch"' (p. 36). In these models (Sejnowski and Rosenberg's NETtalk
 [1987] is a well-known example) there is nothing that plays the role of the
 'innate representational base' in Fodor's language of thought models. For
 'the initial weights (assuming a random starting-point) are not usefully
 seen as constituting a set of representational elements (ask yourself what
 such weights represent!) and, a fortiori, the subsequent learning of the
 network is not usefully understood as constrained by the representational
 limitations of an initial "language"' (p. 36).

 I have no quarrel with the negative point that Clark is making here.
 Random initial weights are not usefully viewed as representational atoms.
 And thus representation in these models can't be analyzed in the way that
 representation in language of thought systems can. But these negative
 observations leave us with a cluster of puzzles: which parts or features of
 these connectionist systems have representational properties? What do
 they represent? How is representation to be understood in these systems?
 When does it arise? Unfortunately, Clark does not address these questions

 in a systematic way. Much of what he says suggests that in systems trained
 to recognize patterns, the pattern is represented by the total set of acti-
 vation vectors of the hidden units-i.e. by the activation values that these
 units take on when presented with the pattern. But, of course, these
 activation vectors will change gradually as the network is trained. So at
 what point does it start representing the pattern? Does it represent the
 pattern better or to a greater degree as training progresses and the network

 becomes increasingly accurate? If so, then the notion of representation
 being invoked must be quite different from the one invoked in language of
 thought models. That notion doesn't admit of degrees. And what about
 mis-representation? When, if ever, do the systems that Clark describes
 mis-represent a pattern they have been trained to recognize? It takes no
 great insight to come up with these questions. They are among the first
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 questions that spring to mind for anyone familiar with the extensive
 philosophical literature on mental representation. (See, for example,
 Stich and Warfield [1994].) So it comes as something of a disappointment
 that in Clark's book there is not a single reference to any of the important
 literature in this field. While claims about representation and semantics
 are to be found in almost every chapter (entries on 'Representation' take

 up more than three inches in the index) Clark makes no attempt to say
 what he means by 'representation' and there is no discussion at all of the
 theories of representation proposed by Block, or Cummins, or Devitt, or

 Dretske, or Fodor, or Millikan, or Papineau. Nor is Clark alone in this
 curious silence. Other advocates of connectionism are equally keen to
 make claims about representation, equally silent on what they mean by
 'representation', and equally oblivious to the philosophical literature on
 the topic. In a recent paper, William Ramsey (forthcoming) has suggested
 that this odd pattern of neglect is no accident. On Ramsey's view the
 notion of representation does no real work in connectionist theorizing;
 their talk of 'representation' is explanatorily idle. I don't know whether
 Ramsey is right. But I do know that without some serious discussion of
 what he means by 'representation', it is all but impossible to assess Clark's
 claim that 'strong representational change' is a unique selling point of
 connectionism.

 2 Challenges
 Symbols of the sort that occur in natural languages and in the formal
 languages exploited by what John Haugeland has dubbed GOFAI
 (Good Old Fashioned Artificial Intelligence) have a number of enor-
 mously useful properties. They can be combined into various sorts of
 structures (lists, sentences, trees, etc.), and these structures themselves
 can be combined in various ways. Yet the individual symbols and sub-
 structures embedded in more complex structures can be readily identified,
 and thus all sorts of useful operations on structures can be defined in
 terms of the symbols and substructures they contain. In connectionist
 networks of the sort that Clark admires, there is no easy or obvious way
 to construct symbols or to capture the many useful capacities that symbols
 facilitate. This, Clark concedes, is 'the dark side of the deep interpenetra-
 tion of knowledge and processing' (pp. 72-3). Roughly half of Clark's
 book is devoted to exploring various strategies for dealing with the dark
 side.

 Among philosophers the most widely discussed problem posed by the
 absence of symbols in connectionist models is the difficulty in accounting
 for what Fodor and Pylyshyn [1988] call the 'systematicity' of thought. On
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 Clark's interpretation,

 a thinker is systematic if her potential thoughts form a kind of closed
 set-i.e., if, being capable of (say) the thoughts 'A has property F' and
 'B has property G,' she is also capable of having the thoughts 'A has
 property G' and 'B has property F.' A similar closure of relational
 thoughts is required ... The notion of systematicity, then, is really a
 notion of closure of a set of potential thoughts under processes of
 logical combination and recombination of their component 'parts'
 (p. 147).

 Moreover, as Clark goes on to note, 'systematicity comes naturally to
 systems that use classical structured representations and logical processes

 of symbol manipulation ... It does not come naturally to systems that use
 connectionist representations and vector to vector transformations' (pp.
 147-8). Since human thought appears to be systematic, connectionists
 have a problem.

 Among practicing connectionist model builders the problem of systema-
 ticity takes a back seat to a cluster of more practical problems that arise
 when they try to build models that will perform certain sorts of tasks. The

 common thread uniting the most difficult cases, according to Clark, is that

 they all require 'hierarchical problem solving. In each case there is a
 problem domain which requires, for its successful negotiation, that a
 system decompose the overall problem into an ordered series of sub-
 problems.' Solutions to these sub-problems 'act as the "building blocks"
 for the solutions to more complex problems' (p. 140). The subroutines and

 variables available in GOFAI systems make it relatively easy to nest
 solutions of subproblems within solutions to larger problems. But in the
 absence of variables and other sorts of symbols, hierarchical problems
 pose a major challenge for connectionists.

 Clark's treatment of these two challenges is interesting, informative, and

 refreshingly modest. The core idea in his treatment of systematicity is that
 'systematicity need not be traced directly to the classical structure of an

 underlying architecture. It might be the product of some kind of acquired
 knowledge instead' (p. 224). The hope is that systematicity can be
 explained as 'a reliable effect of the regular combination of a basic con-
 nectionist architecture with one or more of a variety of specific develop-
 mental factors (including, surely, the effects of learning a systematic public

 language)' (p. 148). Thus the systematicity of language (and perhaps of
 other knowledge domains) will play a major role in explaining the
 systematicity of thought. That, of course, requires some account of how
 connectionist systems might succeed in learning a systematic public lan-
 guage. On this score, Clark reports a number of intriguing developments
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 which might ultimately lead to a solution of 'the problem of achieving
 structure-sensitive processing through the use of connectionist resources'

 (p. 224). 'But,' he concedes, 'a "might" is not a proof, and the full puzzle
 remains undischarged' (p. 224).

 Clark also scores some telling polemical points against Jerry Fodor who
 sometimes views the problem of systematicity as a knock-down refutation
 of the idea that connectionism could ever be a serious framework for

 studying higher mental processes. Fodor has often stressed the 'global'
 character of higher cognitive processes like belief fixation and rational
 thought. According to Fodor, 'the degree of confirmation assigned to any
 given hypothesis is sensitive to properties of the entire belief system', and
 'any part of the knowledge encoded can turn out to be relevant to the
 system's decisions about what to believe' (p. 109). Fodor also observes,
 quite correctly, that modelling global processes has been the major
 stumbling-block in 'classical' (i.e. symbol-based) AI and cognitive
 science. All attempts seem to founder on the 'frame problem' or some
 other form of combinatorial explosion. 'Indeed,' Clark notes, 'so pessi-
 mistic does Fodor become about the whole situation that he proclaims his

 infamous "first law for the non-existence of cognitive science". "The more

 global ... a cognitive process is, the less anybody understands it"' (p. 110).
 Having reminded us of Fodor's entirely well-motivated pessimism on this
 score, Clark gently notes the irony.

 [T]o completely reject connectionism for its alleged failure to explain
 ... systematicity while simultaneously believing that the classical
 alternative fails to explain an equally deep feature of central process-
 ing seems a trifle partisan-the more so since ... the acknowledged
 strengths of the connectionist approach lie in its ability to make
 computationally tractable the task of globally sensitive information
 processing. The fixation of belief, insofar as it is to be sensitive to both
 the individual and the collective properties of a large body of informa-
 tion, is surely a prime case for a connectionist treatment. Such systems
 excel at simultaneously satisfying large numbers of constraints, and
 the time taken to perform such a task does not increase exponentially
 as the number of constraints increases (pp. 110-11). The mere act of
 opting for a rule-and-symbol approach does not, in the end, buy you
 much if the appropriate symbol structures cannot be generated at the
 right time... [T]he dialectical situation is at best a standoff (p. 112).

 Clark's survey of various recent attempts to build connectionist systems
 capable of handling hierarchical problem domains is one of the most
 interesting parts of the book. In one of the studies recounted by Clark,
 Jeffrey Elman showed that 'phased training'--i.e. 'the introduction of...
 progressively more complex cases' (p. 139) in the training set--enables
 networks to learn problem solutions that they are unable to learn if both
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 simple and complex cases are present in the training set from the start.
 Elman has also shown that 'phased memory', which gradually makes
 available special units that record the hidden units' responses to prior
 inputs, enables systems to master problems that they could not master
 were all the memory units available from the beginning. I think that these
 results, along with others that Clark describes, make a persuasive case for
 one of the conclusions he wants to draw from them: the debate about the

 sorts of tasks that connectionist systems can master 'is far from over. New
 models and new data combine to open up a range of new explanatory
 possibilities ... It would be tragic indeed if the early criticisms of a specific
 example ... were to blind us to these wider horizons' (p. 162).

 However, there is another conclusion that Clark tries to draw from the

 work of Elman and others, one that I find much more questionable.
 According to Clark, this work suggests that 'connectionism and develop-
 mental psychology are headed ... for a forced union, to the benefit of both
 parties' (p. 145). To explain my reservations about this conclusion, we have
 to ask which features in connectionist models of cognitive processes are
 supposed to be psychologically illuminating and which are not. Consider,
 for example, a network that does a good job of recognizing complex
 patterns. Though some of these networks are programmed by hand, it is
 much more common for connectionist researchers to program their net-
 works by using back propagation, or some other automatic programming
 routine. What I will call the 'modest' interpretation of these networks
 claims that the trained-up network is a psychologically illuminating model
 of the human capacity to recognize the patterns that the network can
 recognize-at an appropriate level of abstraction, the trained-up network
 goes about the business of pattern recognition in something like the same

 way that we do. But on this modest interpretation, the process of training
 up the network is psychologically irrelevant. The training regimen is just a
 technological convenience enabling us to program the network to do what
 we want it to do. No psychological claim at all is made about the
 programming process. This modest interpretation contrasts with what I
 will call the 'developmentally realistic' interpretation. On this latter view, it

 is not only the trained-up network but also the process of training it up that

 is psychologically illuminating. The training process itself is claimed to
 model (i.e. be illuminating similar to) the process in which humans learn to

 recognize the pattern. Clearly, Clark is proposing a developmentally
 realistic interpretation of models like Elman's. This interpretation,
 which Elman apparently shares, is encouraged by the observation that
 human children are typically exposed to something like phased training
 (we use simpler sentences in talking to children) and that the child's brain
 develops in ways that are suggestive of phased memory. I am inclined to
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 think that the developmental realistic interpretation of these models is
 more than a bit problematic.

 Perhaps the most obvious reason to be skeptical is the widely noted fact
 that back propagation is both psychologically unrealistic and neuro-
 logically implausible. This is a point that Clark concedes, though the
 concession is tucked away in a footnote (Ch. 7, fn. 2). Of course it is
 open to Clark to conjecture that new strategies for automatically program-
 ming connectionist networks will be discovered, and that these new
 strategies will benefit from phased training and phased memory, though
 they will not be as psychologically and neurologically implausible as back
 propagation. But for the moment, at least, conjectures about such new
 strategies are no more than science fiction. Another, less obvious, reason to
 be skeptical of the developmentally realistic interpretation of connectionist
 models (and perhaps even to be skeptical of the modest interpretations) is
 that when it comes to learning skills like pattern recognition, connectionist

 models have lots of competition. As McLaughlin and Warfield [forth-
 coming] have noted,

 There are classical [i.e., symbol-manipulating] pattern recognition
 systems and there are classical systems that learn to recognize pat-
 terns ... Such systems have been around since at least 1966 ... [T]he
 more advanced of these classical systems learn to recognize patterns
 on the basis of noisy, incomplete data ... [Moreover] there actually
 have been some comparative studies of such classical systems and
 connectionist networks using back-propagation.

 McLaughlin and Warfield go on to describe some of these comparative
 studies. The bottom line is that the classical pattern recognition systems

 are comparably accurate, they learn much faster, and, like connectionist
 systems, they degrade gracefully. There is, however, not a word about all
 this in Clark's book. Nor is this at all unusual. As McLaughlin and
 Warfield demonstrate, connectionists and their philosophical fans are
 fond of making flamboyant claims about how much better their systems
 are at learning, recognizing patterns, etc., without ever mentioning what

 the competition is doing. The fact that so many connectionists simply
 ignore this literature is nothing short of a scandal.

 3 Implications
 Among the many implications that people have attempted to draw from
 connectionism, the one that worries Clark most is that it 'extends an
 unholy invitation to eliminativism'. The invitation comes in two closely
 related forms. 'Davies (1991) has suggested that the picture of human
 thought as invoking grasp of concepts makes a tacit commitment to a
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 specific kind of inner organization ... one which ... certain kinds of
 connectionist model seem to lack' (p. 8). So if Davies is right, and if
 those connectionist models turn out to be the best models of human

 thought, then it seems to follow that there are no such things as con-
 cepts, or at least that people never grasp them. Similarly, Ramsey, Stich,
 and Garon [1991] have argued that folk psychology is committed to the
 claim that propositional attitudes like belief and desire are 'functionally
 discrete, semantically interpretable states that play a causal role in the
 production of other propositional attitudes, and ultimately in the produc-
 tion of behavior' (p. 190). They go on to argue that there are no such states
 in certain connectionist models of the mind. So if these connectionist

 models are correct, the propositional attitudes posited by folk psychology
 do not exist.

 Clark's response to these worries comes in two stages. In the first stage
 he goes behaviorist, or rather he claims that the folk are behaviorists. For

 Davies' argument to work, our ordinary claims about people learning,
 understanding, and using concepts must entail something about the inner
 workings of people. Roughly, what Davies thinks they entail is that the
 many manifestations of the use of a particular concept 'implicate a
 common mechanism' (p.196). But, Clark replies, the folk are committed
 to no such thing. Rather, he argues, the folk view concept possession as a

 complex collection of skills which need not draw on any single underlying
 mechanism.

 The claim is ... that to ascribe grasp of a concept is to ascribe an
 overall skill (in some domain of folk psychological interest) which may
 ... depend on one of a variety of computationally disunified subskills.
 By 'disunified' I mean that the subskills need display no unity visible
 without the lense of folk psychological interest (p. 203).

 If this is right, if the folk are not committed to any common mechanism
 underlying the grasp and exercise of a concept, then the fact that connec-

 tionist models of concept use exploit different parts of the system for
 different uses poses no threat to the folk.

 For the propositional attitudes, Clark adopts much the same strategy.
 Borrowing a line from Dennett, he tells us that according to the folk,

 'Any object-whatever its innards-that is reliably and voluminously
 predictable from the [intentional] stance is in the fullest sense of the
 word a believer. What it is to be a true believer, to have beliefs and
 desires, is to be an intentional system.' [Dennett, 1988, p.496] And
 what it is to take the intentional stance to a system is, Dennett goes on
 to say, to ascribe beliefs and desires to it in line with a rationality
 assumption ... The system will believe the true and desire what is good
 for it, subject to a few design shortcuts (p. 215).
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 And, of course, if Dennett is right about what it is to be a believer, then the

 Ramsey, Stich, and Garon argument can't even get started. For if folk
 psychology isn't committed to any claims about the 'innards' of true
 believers, then no connectionist model of these innards could be incom-
 patible with folk psychology.

 This isn't the end of the story, however. For as Clark is well aware, the
 literature is full of objections to Dennett's neo-behaviorist account of
 belief and desire, and Clark finds some of these objections quite compel-
 ling. One standard objection is that, on Dennett's account, it is far from
 clear how beliefs and desires can be causes. On this one, Clark bites the
 bullet.

 The correct and more radical response is to reject outright the idea that
 folk psychology is necessarily committed to beliefs and desires as being
 straightforwardly causally potent (p. 211).

 Another family of objections takes Dennett's 'whatever the innards'
 remark seriously, and conjures various imaginary innards that might
 produce behavior 'that is reliably and voluminously predictable from the
 [intentional] stance'. Imagine a robot whose behavior is actually guided by
 an enormous look-up table with directions on how to react to hundreds of
 millions of situations. Or imagine an organism that looks like a human, but
 whose behavior is actually being controlled from far away by a group of
 Martians. On Dennett's account it looks like both of these might count as
 true believers. Here Clark is unwilling to bite the bullet. Instead, he sets out

 the second stage of his response to the threat of eliminativism. The central
 idea is that, though Dennett is basically right about beliefs and desires, folk

 psychology imposes a pair of additional conditions that a system must
 satisfy before it can be a serious candidate for having concepts and
 propositional attitudes. The first of these, 'The Requirement of Norma-
 tive Depth', insists that 'any being who can be said to grasp a concept
 C must be capable of judging that she has made a mistake in some
 previous application of C' (p. 216). The second requirement appeals to
 consciousness:

 It seems to me conceptually impossible for a being to count as grasping
 a concept and yet be incapable of ever having any conscious experi-
 ence involving it. That is, part of what we mean when we say that
 someone grasps the concept 'dog' is that, on occasion, the person has
 conscious mental experiences which involve that very concept (p. 217).

 It is hard not to admire the boldness and originality of Clark's position.
 Who would have thought that Dennett's views could be combined with
 Searle's! But, apart from its originality, I think the second stage of Clark's
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 response has little to recommend it. One obvious problem is its prima facie

 implausibility. I'm not at all sure what is involved in 'judging that [one] has

 made a mistake in some previous application of [a concept]'. But whatever
 it takes, I'm pretty sure that my cat can't do it. So it would seem that Clark

 is committed to the view that according to the folk my cat has no concepts
 and no beliefs. On that point, there are lots of folks in my family who
 would dissent, vigorously. There is, I think, a deeper issue here. Much of
 the recent literature debating the plausibility of eliminativism has turned
 on claims about what folk psychology asserts or entails or presupposes.
 And if one thing is clear, it is that philosophers disagree about this. Given
 the traditions of our discipline, perhaps it is not surprising that just about
 every participant in the debate (and I am as guilty as Clark here) has acted
 as though the question could be resolved from the armchair. But obviously
 it can't. The details of folk psychology are no more available to introspec-
 tion or armchair analysis than the quite remarkable and surprising details
 of folk physics. (See, for example, McCloskey, Caramazza, and Green
 [1980], and McCloskey [1983].) It is high time that philosophers stopped
 issuing proclamations about what 'the folk' think. If the debate over the
 existence or non-existence of beliefs and desires really does turn on what
 ordinary folk think about beliefs and desires (and I'm not at all convinced

 that it does-see Stich and Warfield [forthcoming]), then we're going to
 have to do some serious empirical work before we resolve it.

 Department of Philosophy and
 Center for Cognitive Science

 Rutgers University
 New Brunswick, NJ 08903

 USA
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